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1 Introduction

The Internet in its traditional occurrence was based on a best-effort paradigm. Therefore,
no arrangements were made to guarantee bandwidth, delays or any other services summa-
rized under the term Quality of Service (QoS). However, both the explosive growth of the
Internet and also the increase in real time multimedia servi ces like Voice-over-IP involved
the necessity of adding those QoS features to the existing Internet infrastructure.

First of all, new protocols needed to be developed for carryi ng the QoS reservation in-
formation along the data path and so providing routers with t he particular QoS needs of
each �ow. The Internet Engineering Task Force (IETF) designed t he Resource ReSerVation
Protocol(RSVP) [12] to �t these needs, but this protocol turned out to suffer from a lack
of �exibility to meet todays requirements. Meanwhile a deman d to signal other kinds of
meta information besides QoS signaling emerged.

1.1 GIST and NSIS

In 2001 the Next Steps In Signaling (NSIS) working group [27] was formed in the IETF to
create a new signaling framework �exible enough to �t both cur rent and future needs. In
contrast to RSVP the NSIS framework consists of two layers and is not bound to a spe-
ci�c signaling application anymore. This concept was presen ted by Braden and Lindell
[11] in a pioneering work in 2001. The NSIS protocol stack consists of the NSIS Transport
Layer Protocol (NTLP) and a number of NSIS Signaling Layer Pro tocols (NSLPs). The pro-
posed protocol for the NTLP is known as the General Internet Si gnaling Transport (GIST) 1

[41]. GIST deals with those features that are common to all signaling applications, which
are again mainly concerned with transport (i.e. discovering the aware nodes on the path,
creating transport channels between them, etc.).

1.2 What is signaling?

The introduction already uses the term signalingbut nonetheless owes a precise de�nition.
Unfortuntely, the term signaling has, though widely used, no t been well de�ned, yet. SIP

1GIST was formely known as the General Internet Messaging Protocol f or Signaling (GIMPS) and was re-
named by working group consensus at the 63rd IETF Meeting [8].
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1 Introduction

[39] de�nes itself as a signaling protocol, the HIP [26] work ing group uses the term sig-
naling to denote control packets and in the context of RSVP signaling is mostly concerned
with QoS reservations. There are still more examples of usage, which are all connected by
a common ground, though: In contrast to normal transport, si gnaling does not deal with
data transport between two nodes, but with the management of the underlying network.
Thus, in the general scope of IP networks, signaling can be de� ned as referring to instal-
lation, maintainance, removal and probing of state in one or more entities of the network.
In the scope of this thesis and the NSIS working group, signal ing is limited to the signal-
ing along paths in the network, that are taken by data �ows. In p articular, end-to-end
(application) signaling is not covered. In this thesis sign aling is used more generally as a
synonym for sending meta information about a data �ow along th e network path and this
meta information being interpreted at certain signaling aw are2 nodes.

Generally, two types of signaling are distinguished: Path- coupled and Path-decoupled.
Path-coupled signaling means that the same path is used both by the signaling messages
and by the data �ow, while only a subset of the involved nodes hav e to be aware of the
signaling information. In the Path-decoupled option the si gnaling messages traverse nodes
that do not need to be on the data �ow path, but should know about the path and have to
interact with the nodes on the paths in order to manipulate th eir behaviour.

Some authors, like Cedric Aoun, use the term path-directedinstead of path-coupled or
path-decoupled. Path-directed denotes the case, where signaling protocols only send their
messages in the direction of the path without the ability to i n�uence, whether the signaling
traf�c is routed along the data path or not. Thus, path-direct ed signaling may result in
either path-coupled or path-decoupled, depending on the ne twork routing con�guration.
However, the term path-directed is not used by the NSIS worki ng group, even though
being more accurate in the context of GIST. To be in line with t he NSIS working group, this
thesis uses the same terminology and therefore the term path-directed is not used.

1.3 Thesis organization

This thesis deals with GIST, the main building block of NSIS. Th e major objective for this
thesis was to design, develop and evaluate an implementatio n of GIST. The implemen-
tation discussed in this thesis was thereby mainly develope d by Bernd Schlör and me at
the University of Göttingen. I contributed to all integral pa rts of the implementation with
regard to the programming and design. In addition I managed t he development process,
while Xiaoming Fu was our project leader, who coordinated th e overall efforts.

The organization of the thesis is as follows: It starts with a g eneral overview about GIST
and how it �ts into the NSIS framework in Chapter 2. Chapter 3 d eals with implemen-
tation design and realization. Afterwards a performance and security study is presented

2A router is signaling aware if it understands the meta informat ion signaled for a data �ow.
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1 Introduction

in Chapter 4. Following an outline of related work in Chapter 5, Chapter 6 concludes the
thesis.
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2 Introduction to GIST

2.1 Demands for new signaling framework

As described before, RSVP was originally designed to signal QoS reservations only. Exten-
sions such as RSVP-TE [9] (establish and maintain Label Switched Paths (LSPs) in MPLS
[38] networks) point up the need to signal meta information b eyond QoS reservations. This
can �rst of all involve all kinds of middlebox 1 con�guration, while not being restricted to
it. A catalogue of middleboxes is given in RFC 3234 [15], whereas the con�guration of
NATs (Network Address Translators) or �rewalls can be named a s popular examples.

Other applications might not even want to install any state i n the network, but rather
probe the network for information, such as e.g. RSVP Diagnost ics Messages (RFC 2745
[45]). By using the diagnostics messages a node is able to gather information about the
state currently installed along the path. Besides probing f or installed state, applications
might also probe the network for certain conditions, like th e Quality of Service a network
is able to offer (without doing any reservation).

Furthermore, there are several design issues concerning RSVP such as poor support for
mobility, poor performance and overhead. Extensions like R FC 2961 [10] and alternative
approaches like Yessir [35], Boomerang [20] and Beagle [16]try to address these issues.
An overview about the existing QoS signaling protocols, thei r advantages and limitations
is provided by RFC 4094 [33], while RFC 3726 [13] de�nes the requirements for a new
signaling solution, namely being applicable to a very broad range of scenarios and at the
same time lightweight in implementation and resource consu mption.

However, instead of extending and changing RSVP to meet the new requirements, the
NSIS working group at the IETF decided to create a new protocol stack in order to �t the
upcoming needs.

2.2 The NSIS protocol stack

With the objective to create an extensible, generic signaling protocol, the NSIS protocol
stack (a general overview about the structure of NSIS is given by RFC 4080 [25]) separates

1A middlebox is de�ned “as any intermediary box performing funct ions apart from normal, standard func-
tions of an IP router on the data path between a source host and destination host” in RFC 3234 [15]
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2 Introduction to GIST

the transport features (i.e. node discovery, reliable and secure transport as well as frag-
mentation and congestion control) for signaling from the si gnaling application itself. This
separation is conducted by splitting up the functionality i nto two protocol layers:

² The NSIS Transport Layer Protocol (NTLP), known as GIST, is responsible for trans-
portation of signaling data along network paths. It operate s on top of existing trans-
port layer protocols (i.e. UDP, TCP, SCTP, DCCP or any other one) as well as related
protocols like Transport Layer Security (TLS) or IPsec. The current speci�cation is
thereby �exible enough to support the listed and even future p rotocols, while only
the use of UDP and TCP are currently speci�ed. Both the discover y of signaling
aware nodes along a �ow path (GIST provides only Path-coupled signaling at the
time of writing), and also the maintenance of transport laye r connections along the
discovered paths are considered as the main objectives of GIST.

² The NSIS Signaling Layer Protocols (NSLPs) like QoS-NSLP [40] (for Quality of Ser-
vice reservation), NAT/FW-NSLP [32] (NAT/Firewall con�gura tion) or other signal-
ing protocols again only deal with signaling application-s peci�c functionality. NSLP
refers to the actual signaling operation of the signaling ap plications, such as reserva-
tion of QoS ressources or creation of NAT bindings. These operations include ma-
nipulation of application-speci�c state on the involved ro uters, but not the transport
aspects.

The layers involved in NSIS are depicted in Fig. 2.1.
An important aspect of NSIS operation is the hop-by-hop behav ior, that forms the differ-

ence to traditional IP based transport. In an IP network a hig her layer (e.g. TCP) payload
is only touched on the end systems, thus called end-to-end communication. As signaling
deals with distributing meta information along a path, this end-to-end communication is
not desired. In fact, the meta information should traverse t he network and all signaling
aware nodes should consider the payload. Therefore, GIST was designed to only provide
means to send a message to the next (upstream or downstream) node. The NSLP again is
responsible for forwarding the message towards the �ow desti nation.

2.3 NSIS Transport Layer Protocol: GIST

2.3.1 Basic tasks and operation

The GIST protocol is, as described above, the main building bl ock of the NSIS protocol
stack, while the main task for GIST is the discovery of signal ing peers and the delivery
of signaling payload between them. Prior to the in-depth exp lanation of GIST operation,
some terms have yet to be clari�ed. The following de�nitions a re free interpretations of
the de�nitions given in the GIST speci�cation.

8
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Figure 2.1: NSIS: Two-layer Signaling Framework

² [Data] Flow: A set of packets that relate to a common purpose. They are usually
identi�ed by a �xed combination of header �elds. Flows in ter ms of GIST are unidi-
rectional, thus bidirectional communication is considere d as a pair of unidirectional
�ows.

² Session: An application layer �ow of information for which sta te is maintained or
monitored. A session is identi�ed by the combination of (ran dom) Session ID (SID),
(data) �ow and associated signaling application.

² GIST node: Any node along the data path supporting GIST.

² Message routing state: The state and peer information in GIST nodes that is associ-
ated with a session.

2.3.2 Message routing state establishment

The basic functionality offered by GIST is to discover the nex t GIST node along the data
path and to establish a message routing state (MRS) for every session. This MRS is estab-
lished by using a 3-way handshake (i.e. sequence of Query/Response/Con�rm messages).
As the next GIST node along the data path is unknown, the Router Alert Option [31] (RAO)
provided in IPv4 and IPv6 is used to discover it. The RAO again is an IP header option
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2 Introduction to GIST

(in IPv4) telling an aware router to intercept the IP packet a nd to deliver its payload to the
upper layer protocols. Thus the GIST Query message is equipped with such an RAO and is
directed towards the �ow receiver. The next GIST node along the data path intercepts this
Query message, if and only if it supports the associated NSLP. This node is considered the
Responder node with regard to the setup of the MRS. It sends a GIST Response message to
inform the Querying node about the next hop. In order to �nish this process, the Query-
ing node sends a GIST Con�rm message to complete establishing MRS on both nodes. As
GIST is a soft state protocol2 like RSVP, the MRS needs to be refreshed. The querying node
is responsible for refreshing the MRS, when believing that i t is still needed.

GIST supports the use of many different transport layer tech nologies. The MRS estab-
lishment process uses UDP (regarded as datagram mode, D-Mode) to send the Query mes-
sage. The decision which transport layer protocol will be use d for the subsequent messages
depends on the negotiation carried out in the 3-way handshak e. If both nodes agree to use
a reliable or secure transport like TCP or TLS over TCP, this connection is regarded as a
message association (MA) and thus GIST operates in connection mode (C-Mode). There
are three ways the 3-way handshake can take place:

² The Querying node wishes to use datagram mode (i.e. UDP). Then all messages
(Query/Response/Con�rm/Data) are sent via UDP.

² The Querying node wishes to use connection mode (e.g. TCP) and there is no existing
MA between the peers. If the Responding node supports and all ows the use of the
desired transport layer protocol, this is communicated in t he Response. Afterwards,
the (TCP) connection is opened by the Querying node and the Con �rm message is
sent as �rst over this connection. Future Data messages are sent on either way de-
pending on serveral factors (such as payload size, transport requirements, etc.) and
local policy. Later refresh messages are always sent in D-Mode with a RAO to dis-
cover route changes.

² In the third scenario the Querying node again wishes to use co nnection mode, but
the Responder notices, that there is already an existing MA b etween these two nodes.
In this case the Response is sent using the message association to tell the Querying
node to use this MA for the communication. The remaining commu nication is equiv-
alent to the second scenario. The rational for this behavior i s to keep the required
ressources minimal by reusing existing transport layer con nections.

10



2 Introduction to GIST

Channel Security

Q-node R-node

GIMPS-Query 
(NSLP-ID/SID/MRI, Cookie(Q),...)

GIMPS-Response
(Cookie(R), Cookie(Q),...)

(Authentication and Key Exchange)

GIMPS-Confirm (Cookie(R))

Figure 2.2: GIST: MRS setup

2.3.3 Securing the 3-way handshake

There are several possible attacks against the mentioned 3-way handshake. GIST uses a
cookie mechanism that is very similar to the one in SCTP [43] in order to prevent most
of the attacks. Fig. 2.2 depicts the MRS setup and the involved cookies. It starts with the
Querying node inserting a cookie (Cookie(Q)) into the Query message. This cookie is then
echoed by the Responding node, which additionally adds its o wn cookie (Cookie(R)). The
Con�rm �nally echoes the Cookie(R) again. This mechanism pre vents against spoo�ng of
Query, Response and Con�rm messages because an attacker would face the need to guess
the cookie. The most simple cookie is a cryptographically ran dom one (e.g. 128 or 256 bit).

Using the described simple cookie mechanism, the Responder needs to create state when
it receives a Query message. This state must contain the Cookie(R) to check it when the
Con�rm is received. This behavior might be subject to another denial-of-service attack, in
which the attacker sends as many Queries as he is able to so that the Responder will need to
allocate a lot of resources. This attack is similar to TCP SYN �oo ds[7]. A possible solution
is to stay stateless until the Con�rm arrives (as SCTP does). However, this requires, that,
when receiving a Con�rm containing the Cookie(R), the Respo nder is able to check if he
has sent a Response as an answer to a Query without saving any data about the Response.
The GIST draft proposes to compute a hash over the following va lues:

² Locally known secret

² Querying node information

² Flow identi�cation

² NSLP identi�er (NSLP ID)

2Soft state protocols assume their state as valid, as long as they getrefresh messages from their peer. Thus,
soft state protocols do not rely on an explicit terminating message .
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2 Introduction to GIST

² Interfaces that received the Query/Con�rm

² Liveness data

The cookie is then constructed as:

Cookie(R) = liveness data+ hash

This cookie has some important properties:

² Liveness: The attached liveness data (e.g. a timestamp) prevents replay attacks3

² Unpredictability: A cryptographic hash function like SHA-1[ 34] guarantees that it is
unlikely to predict the cookie although having seen a set of p revious cookies.

² Uniqueness: The cookie is unique both to the Responder node, because of the locally
known secret, and also to the session and upstream peer because of the involved
values.

² Simplicity: The cookie is easy to create and to validate, because both just involve
computation of one hash value.

2.4 Operation example

In order to provide a better understanding concerning the op eration of NSIS in general and
of GIST in particular this section gives an illustrated exam ple. Fig. 2.3 shows the commu-
nication of three NSIS nodes, all running the QoS NSLP applic ation. The lower elements
depict the GIST layer while the higher ones represent the NSL P layer. The communica-
tion between GIST nodes consists of real messages traversing the network, whereas the
communication between GIST and NSLP might be implemented vi a inter process commu-
nication (IPC) or even direct function calls when both layer s are built into one application.

The example shows, that GIST transport is restricted to hop-t o-hop communication.
Therefore the 3-way handshake, that is performed twice, is ru n sequentially and not in
parallel. In the examples the Data messages are sent after the MRS is established by the
3-way handshake. It has to be noted, that GIST is capable of piggybacking4 the payload in
Query or Con�rm message.

3In a replay attack, a valid data transmission is repeated at a l ater time. As the original message was valid, the
replayed one could be valid too and therefore pass certain securi ty checks. (See [46] for further information)

4Piggybacking refers to carrying data payload on top of control mess ages.
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2 Introduction to GIST

Figure 2.3: NSIS: Operation example

2.5 Related efforts in the IETF NSIS working group

This thesis provides an in-depth coverage for GIST only, whil e it remains with just a gen-
eral overview about NSIS. However, the NSIS working group at the IETF is involved in a
few other topics, that shall be listed here:

² NSLP for Quality-of-Service signaling [40]: This NSLP targe ts at using the NSIS
framework to provide equal functionalitiy as RSVP in terms o f QoS reservations and
even surpasses it. The QoS NSLP is independent from the QoS speci�cation that is
used, thus providing support for different reservation mod els.

² NAT/Firewall NSLP [32]: Many modern protocols such as peer-t o-peer or IP tele-
phony do not work properly over NATs or �rewalls without spec ial treatment. The
NAT/Firewall NSLP is therefore designed to signal the needed NAT and �rewall
con�guration along the data path.

² QoS-NSLP QSPEC Template [29]: As the QoS NSLP is independent from the QoS
model such as IntServ or DiffServ, a speci�cation to carry Qo S model speci�c data is
required. The QSPEC Templates provide a common language that aims to be used
accross QoS models. This approach is taken to ensure compatibility between QoS
models.

² Operation of NSIS in special scenarios: A number of drafts de al with the applicability

13



2 Introduction to GIST

and operation of the NSIS protocols in special scenarios like IP tunneling [19] or NAT
traversal [36]. These scenarios need special treatment to ensure that the addressing
information contained in GIST messages is valid at every nod e.

14



3 Implementation Design

Bernd Schlör and I developed a GIST implementation at the Univ ersity of Göttingen [1],
while Andreas Westermaier (Siemens AG, Munich) assisted in early development and con-
tributed the TLS [18] support. The overall project was lead by X iaoming Fu and I managed
the actual development process. In this chapter, the major design issues of such an imple-
mentation will be discussed, putting the emphasis on mainta inability and performance.

3.1 Design goals

Thereby, the aspired objectives need to be de�ned at �rst. Sin ce our choice was to use C++
on Linux, the �rst element of consideration is object orient ed software design. In order
to create reusable, testable and maintainable code, we aimed at a clean object oriented
design. While the reuse of code written for GIST might not be v ery important, obtaining
testable code is all the more signi�cant. Furthermore, the i mplementation of a network
protocol de�ned in a standards document requires strict mai ntenance of conformity to
each and every aspect of the speci�cation. Writing code that is testable with unit tests 1

again improves both quality and conformity - a statement bei ng eventually proven during
the actual implementation process. Finally, maintainable code is the key to �nd and �x
bugs quickly and to extend or change the implementation when the standard evolves.
At the beginning of the implementation, GIST draft version wa s 04 and already changed
to version 08, while the implementation progressed. Still a few might follow until the
speci�cation is eventually frozen and becomes RFC, while fu ture extensions might also
change the speci�cation at a later point of time. Therefore, t he implementation requires to
be suf�ciently adaptable.

Besides the object oriented design, the second and maybe most important aspect is per-
formance. If core routers run a signaling protocol suite lik e NSIS, performance is very
critical when it comes to supporting a large number of sessio ns. Finally, the third design
aspect is the consumption of resources. Again, if core routers run a large number of ses-
sions, the resources, especially memory, need to be managedwell.

The identi�ed design aspects, namely object oriented design and its bene�ts, perfor-
mance and resource utilization, are potentially in con�ict w ith each other. As going to

1Unit test is a method of testing the correctness of a particular mod ule of source code. We used the CPPUnit
[2] framework for writing our unit tests.
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3 Implementation Design

be visible in the performance study, a too accurate object oriented design might reduce
performance without gaining much from it. Furthermore, add itional specialized lookup
tables or cached data might indeed improve performance, but on the other hand consume
additional memory. Thus, a reasonable compromise needs to be achieved.

3.2 Overall implementation structure

After de�ning the design goals, the main building blocks of th e implementation need to be
identi�ed. The most important ones are depicted in the follow ing:

² Message routing state table: All known message routing states need to be saved. As
they may grow to many thousand, a sophisticated data structu re needs to be chosen
incorporating fast searching and inserting facilities.

² Message association table: All established and pending message associations need to
be saved and searched (e.g. for reuse of existing message associations)

² Socket container: The network communication needs a central system where all sock-
ets are managed and special actions need to be performed depending on the kind of
the incoming message (e.g. callbacks).

² Timer management: As GIST is a soft state protocol, timers are an essential part of
any implementation. Every MRS might have several associated timers.

² Finite state machine: Every MRS needs to maintain two �nite s tate machines (FSMs),
that control the state with regard to the upstream and downst ream peer.

² Message parsing and composition: Every incoming message needs to be parsed and
every outgoing one needs to be composed. Standard compliance is very critical at
this point.

² GIST API: An application programming interface (API) for commu nication between
GIST and NSLPs is needed. An abstract interface is already given by the GIST speci-
�cation, but the concrete communication fashion is up to the implementors.

Fig. 3.1 shows the main components of the implementation and t heir interaction be-
tween each other. The combination of timer management and socket container is regarded
as theevent loop. The existing sockets (i.e. the RAW socket and established message associ-
ations) and the API form the input to the event loop. The event lo op again parses incoming
messages and applies validation. Afterwards, the messages are distributed to the associ-
ated MRS and then to the �nite state machine depending on the d irection of the message.
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Message routing state (MRS) Table

Flow #1 Sender FSM
Receiver FSM

Flow #3 Sender FSM
Receiver FSM

Flow #2 Sender FSM
Receiver FSM

Message asssociation (MA) Table

MA #1
UDP Socket

MA #2
TCP Socket

MA #3
TCP Socket

MA #4
TCP/TLS Socket

Event loop RAW Socket
Message Parser

Message <-> FSM
Distributor

GIMPS-NSLP API

Figure 3.1: GIST implementation architecture

The MRS, or the included FSMs, maintain links to the used message associations. In addi-
tion to reacting on incoming messages, the FSMs can communicate with the NSLP through
the GIST API.

Our current implementation distributes timer management a nd socket container to the
XORP library [6]. Therefore, the socket container is not discussed in depth. However,
the timer management turned out to be a bottleneck in the perf ormance study presented
later. The other key aspects of the implementation are discussed in detail in the following
sections.

3.3 Message routing state (MRS) management

As shown in Fig. 3.1, every incoming message needs to be distributed to an FSM that is
associated with an MRS. To do so, the MRSs need to be collectedin a table and a lookup
needs to be done. According to the GIST speci�cation an MRS is i denti�ed by the NSLP
identi�er, the Session ID and the �ow de�nition. As the table ne eds to scale well with a
very large number of entries (i.e. many thousand), a data stru cture with fast write and read
operations needs to be found.

There are two main candidates, namely a (balanced) binary search tree and hash tables.
Table 3.1 summarizes the access complexities and propertiesof both solutions. Hash ta-
bles outperform the binary search tree in the normal case, however in the worst case they
perform much worse, especially with regard to many entries.
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Table 3.1: Runtime comparison between binary search tree and hash tables

Solution Search complexity Add/Removal
complexity

Properties

Balanced binary
search tree

O(log(n)) O(log(n)) No possible collision

Hash table O(1)( average)
O(n)(worstcase)

O(1)( average)
O(n)(worstcase)

Collisions possible.
Higher size of hash ta-
ble yields to a lower
probability for collision.

The major key information for the MRS table is the Session ID, w hich is speci�ed to be
cryptographically random. This means, that the used SIDs are going to be normal dis-
tributed and so it is most likely that the SIDs are also distri buted well across the hash table.
We expect that collisions are rare and so the access is expected to be faster compared to
the binary search tree. In addition, when the probability fo r collisions exceeds a certain
limit, the hash table size can be increased to lower the probability. This consideration is
con�rmed by the performance study described later.

3.4 Message association (MA) management

Potentially every FSM has its own message association to itspeer node. However, the GIST
speci�cation encourages to reuse MAs whenever possible. This applies, where two peers
already have a message association established, that �ts all requirements of the new one.
As a consequence, the GIST implementation needs a way to search the known message
associations for one that can be reused. The main key information for the search is the peer
identi�er of the node the MA is established to.

In reality the number of peers one NSIS node has is limited com pared to the possible
number of message routing states a node needs to handle. That is due to the fact, that
it is very unlikely that every MRS has a different upstream an d downstream peer. As a
consequence, in this case access times are not as critical asfor the MRS table. Furthermore,
the peer identi�er mainly consists of the IP address of the pe er node while this IP address
is going to be unique to this peer. So we chose to just reuse thehash table constructed for
the MRS table.
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3.5 Finite state machine

For the operation of GIST nodes, the �nite state machine, tha t manages the 3-way hand-
shake and related functions for upstream and downstream pee rs for every MRS, is a very
important building block in terms of speci�cation complian ce. However, the implemen-
tation of a �nite state machine is very easy and is therefore l ess performance critical. Im-
plementing the logic is very straight forward while the most challenging task is testing. A
large number of scenarios need to be tested to prove conformity to the speci�cation. We
chose to employ an FSM framework used in the Linux ISDN device driver to build the
GIST state machine. The states and transitions are based on [21].

3.6 Message parsing and composition

Every incoming and outgoing messages need to be translated from or to the speci�ed byte
format. GIST messages thereby consist of a common header, and a variable number of
so called Type-Length-Value (TLV) objects. Each object again consists of a common object
header (i.e. type and length) and a body. There are a number of objects like Message
Routing Information (MRI), Session ID (SID), Stack-Proposal, Stack-Con�guration-Data,
Network-Layer-Information (NLI), NSLP-Data and Error. De signing the implementation
object oriented, it suggests itself to design every GIST object as its own class, all derived
from a common, and maybe abstract, object class. The message itself is another class and
has a container of objects. These classes need to offer methods to parse byte streams and
to compose them. Speci�cation compliance is again very impo rtant at this point and so
extensive tests and reviews need to be conducted. As the message parsing and composition
is used very frequently, performance also has to be kept in mi nd.

3.7 GIST API

The last discussed aspect of a GIST implementation is the API to the NSLPs. This is again
very crucial in terms of performance, security and robustne ss. First of all, performance is
critical, because every GIST Data message payload needs to be passed to the NSLP while
every message sent by the NSLP needs to be passed to GIST. A poor API could therefore
turn into a bottleneck. Moreover, security and robustness a re important, because a tight
coupling of NSLP and GIST could in�uence GIST stability and in tegrity and therefore also
security.

There are two thinkable implementation approaches. The �rst o ne is a Plug-in archi-
tecture with callbacks. This approach addresses the performance aspect, as there is no
additional overhead, no need to copy any memory or performin g other tasks. In a Plug-
in architecture, the NSLP application is built directly int o the GIST implementation, or at
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least linked against it. The alternative solution is constit uted by the use of multiple pro-
cesses and a form of inter process communication (IPC), e.g. unix sockets. This approach
maximizes security and robustness by preventing any NSLP access to state management
or other internal structures, due to the fact that NSLP and GI ST have no common memory.
However, any form of IPC introduces additional overhead, re sulting in a negative impact
on performance.

We �nally decided to implement both. We chose to use unix sock ets as the IPC solu-
tion to maximize decoupling of GIST and NSLP. The related perf ormance impacts will be
discussed in Section 4.3.2.

In addition to an interface to GIST, the API is a good place to im plement features that
are common to NSLPs. As a consequence, a generic data structure to store NSLP sessions
based on the session ID as the key information is desirable. The discussion of the MRS
datastructure holds equally for the NSLP state table, and so we decided to use the same
hash table implementation for this purpose. Further common functionality (e.g. a common
object space for all NSLPs, that is discussed in the NSIS working group) could extend the
API, which could then evolve to a common NSLP library.
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Performance is a major design goal of our implementation and so there is a need to study
the performance under various conditions (e.g. GIST con�gur ation, network condition,
etc.) with respect to a number of metrics (e.g. number of session, round trip times, session
setup etc.). Some of the results of the evaluation presented in this thesis have also been
reported in [22]. This chapter starts with modelling a test fr amework and continues with
the test bed setup. Afterwards two types of experiments are ca rried out: Those purely
related to performance and those related to security aspects. The chapter is concluded by
the lessons learned about optimizing the implementation.

4.1 Modelling a test framework for NSIS

This thesis mainly deals with implementing GIST, but perform ance experiments only make
sense using the complete NSIS protocol stack. GIST itself isnot able to perform any actions,
but relies on the NSLP application to send and forward data, a s seen in the NSIS opera-
tion overview. Besides that, the results gained should be comparable to the results others
gained about other signaling protocols like RSVP, as NSIS is the designated successor of
RSVP.

4.1.1 Design goals

The design of the test framework should target at simulating a core router that is signaling
aware. This means, that a large number of sessions needs to be maintained and as said,
NSIS must be tested as a whole. To the time of writing no real NS LP is implemented,
though QoS and NAT/FW are in development phase. In order to tes t NSIS, we developed
a diagnostics NSLP called ”NSIS Ping Protocol“, working sim ilar to ICMP Ping and the
well known traceroutetool, but is adapted to NSIS transport characteristics.

Using this tool, I try to model as many aspects of a real NSLP as possible. The covered
features are:

² GIST layer session lookup

² GIST layer session refreshes

² Communication between GIST and the NSLP layer
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² NSLP layer message processing

This list lacks NSLP layer state and refresh timers. This means, that a real NSLP (like
QoS) would have additional overhead and so would perform sli ghtly worse. However the
performance study aims at a general tendency and not at produ ction relevant values.

4.1.2 NSIS Ping Protocol

Before the model is described in detail, the NSIS Ping Protocol needs to be introduced. It
is speci�ed as an Internet Draft [14] at the IETF. This tool is an NSLP, that mainly forwards
the so called Ping Messages from one hop to another, as GIST only provides hop-to-hop
transport. While traversing the network, information abou t the traversed nodes (currently
IP addresses and timestamps) is added to the message. Intermediate nodes just forward
the message in the same direction they received the message,while the receiving node
changes the direction towards the initiator. This way, the me ssage traverses all aware nodes
towards the receiver and then traverses all nodes again back to the initiator. The collected
information can be used to discover the path used by GIST and t o calculate round trip
times.

Figure 4.1: NSIS Ping Protocol

The NSIS Ping Protocol is stateless in the NSLP layer, howeverGIST state is installed
and so GIST automatically refreshes the ping sessions.

The Ping NSLP is divided into two parts. The actual NSLP applica tion that is run on
every GIST host is called the ”Ping Daemon“, while the comman d line tool to send Ping
Messages is called the ”Ping Client“. Fig. 4.1 depicts the parts of the Ping NSLP and how
they relate to GIST. The �gure shows again, that NSLP messages are passed to the NSLP
on every aware node and that the NSLP is responsible for forwa rding the message.
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4.1.3 Emulation of a real NSLP application

Emulating a real NSLP application using the Ping Protocol is a design goal of the test
framework. Therefore, �rst of all, the characteristics of re al NSLP applications need to be
elaborated. Taking QoS NSLP as an example, four main aspectscan be named:

² Interaction with the GIST layer

² NSLP layer refresh messages

² NSLP layer refresh timers

² NSLP layer state management

The �rst two aspects can be modeled using the Ping Protocol, wh ile the last two are out
of scope. Interaction with the GIST layer is common to all NSL P applications, while refresh
messages are special to stateful NSLPs. These refresh messages are modelled by sending
Ping Messages periodically. If NSLP layer refreshes are send end-to-end (like in NAT/FW
NSLP), the modelled refreshes are very similar to real ones with regard to intermediate and
receiving nodes. We omit to add refresh timers and state management to the Ping Protocol.

4.1.4 Modelling a large number of sessions

An important design goal for the test framework is to model a la rge number of sessions on
a core router. However a testbed supporting thousands of �ow e ndpoints is not feasible.
As a consequence, a small number (e.g. one or two) of �ow end pairs need to create the
large number of sessions for the core router. As said in Section 2.3 the key information for
sessions are: Flow identi�er, NSLP identi�er and Session ID . The NSLP identi�er is �xed,
cause just one NSLP application is used. The �ow identi�er is al so very limited, as we just
got a small number of �ow end pairs, and so the only variable lef t is the Session ID. The
GIST API provides a parameter for the Session ID in the SendMessage() function and so
the Ping Daemon is able to send Ping Message with different Session IDs and so creating
different GIST sessions.

4.1.5 Adapted Ping Client

In order to conduct the experiments as described in this sect ion, a specialized Ping Client
has to be created. It has to manage the Session ID to create a large number of sessions, and
it has to emulate the NSLP layer refreshes. It takes several con�guration parameters, like
desired session count, type of transport layer protocol (UDP , TCP or TLS over TCP) and
two sending rates (initial and steady state). In the initial phase the Ping Client sends one
Ping Message for every session sequentially using the speci�ed initial sending rate. This
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results in a normal distribution of the GIST session refresh es, as the creation is performed
using a normal distribution across the session refresh peri od.

After setting up all sessions, Ping Messages are send to modelthe NSLP refreshes. Now,
the steady state sending rate is used. As creating sessions ismore time consuming than
maintaining them, the steady state sending rate can be chosen higher than the initial send-
ing rate. The Ping Client saves the information contained in a ll Ping Messages, so that later
on the round trip times can be calculated.

4.2 Testbed setup and tools

The performance experiments were carried out on standard PCs running a Debian Linux
with kernel version 2.6.8.1. They are equipped with the followin g hardware:

² Via Eden CPU 533 MHz

² 3 Realtek 100Mbps NICs

² 256 MB SDRAM PC 133

² 20 GB HDD

N1

N3 N4

N6

N5

N2 N7

Figure 4.2: Testbed Setup

Fig. 4.2 depicts how the nodes were connected for the experiments. N1 and N2 can be
used to run the sender (i.e. the Ping Client), while N6 and N7 are used as receiver nodes.
Some experiments were performed on a smaller testbed where N3 was the receiving node.

A set of tools was used to measure and evaluate:

² An Ethereal1 dissector [5] to monitor GIST and Ping messages going over the wire.
Using this tool, the processing time of messages can be calculated.

1Ethereal [3] is a tool to capture the data that goes over the wire. A fterwards the data is inspected by special
protocol analyzers (called dissectors) and the content is shown.
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² A PHP script similar to the well known top program to monitor CPU and memory
utilization. This script outputs a summary report that can be used for further pro-
cessing.

² A PHP script for performing the experiments automatically i n a bash fashion. This
tool is able to use the output of the CPU monitoring script to c reate plots and sum-
maries for the experiments.

² The GNU Pro�le (gprof) [23]: gprof is able to generate a execut ion pro�le of C pro-
grams. These pro�les analyze how often each and every method o f the source code
were called and how long the program spend overall in these me thods.

4.3 Preliminary experiments

Before conducting the in-depth performance experiments, s ome prerequisites have to be
determined, which involves con�guration as well as general implementation design. The
GIST con�guration values should be a good compromise betwee n performance and func-
tionality. The experiment on the impact of API design is carrie d out to �nd answers to the
open question in the design of the implementation. Thus, the p erformance and security
tests will be based on the �ndings gathered in this section.

The experiments carried out in this section were performed on the minimal testbed of
two machines, where N1 served as sender andN3 as receiver. All the listed results relate to
steady state on N3 and do not consider the setup phase.

4.3.1 Impact of NSLP and GIST refreshes

The �rst preliminary experiment tries to determine a reasona ble con�guration of GIST. The
found con�guration parameters are the basis for the subsequ ent experiments and also very
important for a real deployment of NSIS. This paragraph aims a t discovering good default
values for GIST and NSLP level refresh timers. A good comprom ise between refreshing
overhead (CPU and bandwidth) and failure detection needs to be found. In RSVP the
default value of refreshes is chosen to be 30 seconds, and so as a consequence, 30 seconds
were chosen for the NSLP level refreshes, as they are comparable to the ones in RSVP.
These refreshes maintain the reservations or other kinds of state in the logical level of NSLP.
However, the GIST layer refreshes target at detecting path changes, caused by failures or
other reasons. These refreshes are very unlikely in a real network and thus a longer refresh
rate might be suf�cient. To determine a good value for the GIS T refresh, the performance
impact of different refresh rates is studied.

The experiment was carried out using the Plug-In API approach, UDP as transport and
20,000 or 40,000 concurrent �ows respectively. Fig. 4.3 depictsthe impact of GIST refreshes
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Figure 4.3: Impact of GIST Message Routing State refresh timer onthe CPU load

on the CPU usage. We can observe, that a rather short refresh time consumes a noticeable
amount of CPU time. Longer refresh times of 150, 180 or 210 seconds are more or less equal
in terms of CPU load. The experiment implies, that 180 seconds are a good compromise for
the refresh timer value. Longer timers do not provide much be tter performance, whereas
shorter timers have a noticeable performance impact. Furth ermore, 180 seconds should be
enough to detect the very unlikely route changes. Therefore, subsequent experiments will
use 180 seconds for the GIST refresh rate.

4.3.2 Impact of API design: Unix sockets vs. Plug-in

As discussed, the API is a critical component with respect to pe rformance and robustness.
We were not able to decide about the design and so both were imp lemented, an IPC solu-
tion using unix sockets and a Plug-in architecture using cal lbacks. To see the performance
impact, I tested both solutions against each other.

The experiment was done using UDP as transport and again refresh rates of 180 seconds
and 30 seconds for GIST and NSLP respectively. Fig. 4.4 depicts the CPU usage in different
load scenarios (i.e. number of concurrent �ows). The Plug-In de sign outperforms the IPC
solution by a factor of approx. 1.6. Such a performance gain is very signi�cant and so the
downside of the Plug-In structure compared to the IPC soluti on (i.e. worse security and
robustness) is negligible.

As a result of this observation, all subsequent experiments are carried out using the Plug-
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Figure 4.4: Impact of API design on CPU consumption

In API and the Plug-In API should be the �rst choice for standard NSLPs. However, the
IPC solution might still prove worthy to test new or experime ntal NSLPs.

4.4 Performance experiments

The following section deals with a set of performance experim ents I conducted. The main
goal was to detect upper limits and bottlenecks of the implem entation. To ful�ll this goal,
the performance is tested under different scenarios and wit h regard to a set of metrics.

4.4.1 Scalability in number of sessions

The most important set of experiments relates to scalability of the implementation with
regard to increasing number of sessions on core routers. The experiments were performed
using a testbed of three machines, where N1 served as sender and N4 as receiver. The
measured variables are the CPU load and memory utilization o n N3 and the round trip
times refer to the complete path from N1 over N3 to N4 and back to N1, again over N3. GIST
was con�gured to use a refresh rate of 180 seconds and NSLP refreshes are done every 30
seconds. The CPU load and round trip time experiments are done in UDP (D-Mode), TCP
and SCTP (C-Mode), while the remaining tests are only done for UDP. While performing
the experiments, the SCTP support of our implementation show ed to be very unstable. As
a result, I was not able to get any results when using more than 40,000 sessions. Therefore,
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the remaining SCTP results are an indicator, but might be wron g.

Figure 4.5: Effect of different number of sessions on CPU consumption
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Figure 4.6: Effect of different number of sessions on memory consumption

Fig. 4.5 and 4.6 depict the impact of the number of sessions on CPU and memory uti-
lization. The �rst observation is, that the increase is nearl y linear in all cases. The CPU
consumption is reaching 85% for UDP and 88% for TCP when serving 60,000 sessions at
a time, which is observed as approximately the maximum sessi on number the current im-
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plementation can support on the testbed machines on core routers. The plot shows that
advanced transport layer protocols introduce additional p rocessing overhead. Especially
in the case of SCTP, the performance impact compared to UDP is about 30 to 40 percent.
Judging by the memory utilization �gure, the average amount of memory consumed by
one session can be computed and turns out to be 2.4 kB.

Figure 4.7: Effect of different number of sessions on round trip times

Fig. 4.7 shows the round trip times (RTTs) under different numb er of sessions. Below
40,000 sessions the RTTs are around 7 to 10 ms, however they rapidly increase when the
number of sessions grows higher than 40,000 session.

To determine if the sender N1 is the responsible for this increase, an additional experi-
ment was performed. This could be the case, as the sender has the overhead of collecting
data about the experiment in the setup I used.

Therefore, in the additional experiment, N1 and N2 both served as senders of 25,000
sessions each. Both directed their traf�c towards N5 as receiver. SoN3 and N4 had to
sustain 50,000 sessions. The average round trip time for this experiment was again 140 ms,
which shows, that the sender is one source of the increased RTT, but not the only one.

4.4.2 Message processing time

Using the ethereal dissector we developed, I measured the processing time of messages
(i.e. the time between arrival of the incoming message and the sending of the outgoing
message) onN3. Two tests were performed, running 20,000 and 45,000 simultaneous GIST
sessions in steady state, respectively and the GIST Query and Response pair was compared
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to incoming and outgoing GIST Data (Ping) messages (both tests used UDP only).
For the �rst set of tests (20,000 sessions) the results show that the average processing

time for GIST Query and Response messages was very small, about the same as 0.25 ms,
whereas a GIST Data (carrying Ping NSLP) message took the average processing time of 1.1
ms. In the second set (45,000 sessions), the processing time for Query/Response increased
to 0.9 ms, whereas for a GIST Data message it increased to 20ms.This is conform to the
RTT results obtained, as these processing times apply multiple times in the used testbed of
three machines.

4.4.3 Analysis of session setup time

Another interesting variable is the time that is needed to set up a new session. This metric
is very important for a real application of NSIS, as it tells f or example how long it takes
to do the �rst reservation in a QoS NSLP. This involves the 3-wa y handshake performed
by GIST for every pair of peers sequentially. This behavior re sults in a rather long session
setup time and the measurements show that the common delay is between 6 and 9 ms for
D-Mode or C-Mode scenarios when an existing message association can be reused. The
number of sessions in this measurement was chosen to be in therange of 15,000 and 25,000
sessions.

4.4.4 Per-Routine processing time

In order to detect bottlenecks in our implementation, a per- routine pro�le was performed
using the gprof [23] tool. Table 4.1 shows how the CPU time is distributed alon g the main
components of the implementation. It reveals, that the XORP timer handling is a big bot-
tleneck, as it consumes up to 56% of the total processing time.

4.5 Security experiments

In the previous section, this thesis discussed studies only dedicated to performance. This
section adds the security perspective. The impact of the two d ifferent cookie mechanisms
discussed in Section 2.3.3 on denial of service attacks is covered as well the impact of using
TLS in combination with TCP in C-Mode on the overall performanc e.

4.5.1 Impact of cookie mechanism on denial of service attacks

To test the impact of mechanisms on denial of service attacks, an simple attacker was im-
plemented. This attacker is able to send a large number of GISTQuery messages for differ-
ent sessions and optionally it is able to receive Responses and to send Con�rm messages
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Table 4.1: Runtime pro�les of the Implementation

Code component % of total running time

1. XORP 64%
1.1 XORP timer 56%
1.2 XORP socket container 8%

2. Receiving incoming message 12%
2.1 Receiving and distribution to FSM 4%
2.2 Message parsing 7%

3. Message composing and internal reading 14%

4. Hash tables (MRS and MA) 5%

5. Finite state machine 4%

6. NSLP level processing (ping) 1%

7. Miscellaneous 1%

matching the Response. The attacker does not have the overhead of a real GIST implemen-
tation, but prede�ned byte streams of valid GIST messages, t hat are only changed slightly
before sending.

Using this attacker tool, four scenarios can be tested:

² (1) Random Cookie(R) and only Query messages: These Query messages install state
and therefore consume resources.

² (2) Random Cookie(R) and Query + Con�rm messages: The Con�rm m essage does
not install any state anymore, as it is already done by the Que ry message.

² (3) Hash based Cookie(R) and only Query messages: These Querymessages do not
install any state.

² (4) Hash based Cookie(R) and Query + Con�rm message: The Con�r m message �-
nally installs the state and therefore consumes resources.

The four scenarios were tested in D-Mode (UDP) with N3 as receiver and N1 being the
attacker. The attacker itself was con�gured to a static sendi ng rate of approx. 500 GIST
messages per second. If only Query messages were send, all 500 messages per second
were used for the Queries, while the rate was splitted equall y when sending Con�rm mes-
sages, too.N3 was con�gured to wait 2 seconds for the Response and if no Response was
received, the MRS was dropped. Once the MRS was completely installed (after receiving
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Table 4.2: Impact of cookie mechanism on denial of service attacks

Attack scenario % CPU usage Memory

(1) Random Cookie(R), Query only 18% 8 MB
(2) Random Cookie(R), Query + Con�rm 21% 70 MB
(3) Hash based Cookie(R), Query only 8% 5 MB
(4) Hash based Cookie(R), Query + Con�rm 21% 70 MB

the Con�rm) the timeout for the MRS refresh was set to 30 secon ds. The experiment ob-
served maximum CPU and memory consumption on N3 (Note: The memory consumption
after startup is already 5 MB).

The results, shown in Table 4.2, indicate, that the hash based Cookie(R) reduces the CPU
load and memory consumption when only Query messages are sent. However, if the at-
tacker sends Con�rm messages, the impact of the hash based Cookie(R) is nearly not mea-
surable. The experiment shows, that the hash based Cookie(R)is worth implementing, as it
is able to reduce CPU and memory consumption in some situatio ns. However, an attacker,
who is able to send Con�rms in reply to the Responses, is not in �uenced in a signi�cant
manner by the hash based Cookie(R).

4.5.2 Impact of transport layer security on performance

GIST is able to run many different kinds and combinations of t ransport layer protocols.
The speci�cation however only speci�es the use of TCP and UDP. Usi ng the functionality
GIST provides, the existing security mechanisms implement ed in protocols like TLS or
IPsec can be reused to secure the communication between GISTpeers. This paragraph
compares pure UDP or TCP against TLS over TCP in terms of performance.

Fig. 4.8 depicts the impact of TLS on CPU consumption. The experiment used the small
standard testbed with N1 as sender and N3 as receiver. The measured values belong to
N3 and the con�guration is identical to the performance tests d one previously. The plot
shows, that TLS has a immense impact on the overall performance. This is due to the
fact that TLS is very computation intensive (i.e. all data is en crypted) compared to GIST.
This result might be important in deployment scenarios, as ru nning TLS will require more
computation capacity in NSIS aware nodes. On the other hand, TLS should only be used
where necessary and not as a general default. However, a possible solution is the use of a
specialized encryption microprocessor, as this would redu ce the computational overhead
caused by TLS.
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Figure 4.8: Effect of Transport Layer Security on CPU consumption

4.6 Performance optimization

During the performance experiments I used several optimiza tion techniques and thus were
able to signi�cantly reduce the CPU load of our implementati on. This section summarizes
the used techniques as they seem to be general approaches fornetwork protocol imple-
mentations.

4.6.1 Zero-copy approach

Many publications (e.g. [37] and [17]) deal with optimizing t he network protocol stack.
One of the most important design aspect discovered is the Zer o-copy approach. In a lay-
ered architecture the payload of one layer serves as the input to the upper layer. Thus, if
every layer is designed to be an individual component, the da ta is copied between each
and every layer. As modern network stacks have a noticeable nu mber of layers (e.g. the
complete NSIS-aware stack consists of approx. 6 layers) theperformance impact is im-
mense. The problem becomes even worse in modern computer systems, as the memory
performance does not increase as fast as processor performance does.

The solution to this problem is obviously to not copy the data b etween layers. Instead,
the data is treated as one long message and each layer just adds a pointer to the position
in the message, where the upper layer payload starts. This solution only applies when the
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message is moving upwards in the stack. If it moves downwards , the length of the lower
layer payload is usually not known to the upper layer, so that it is dif�cult to only use
one long data block. However, the copying can be minimized if layers are given deeper
knowledge about the adjacent layers. The Linux kernel is a goo d example of following the
so called zero-copy approach. However, the transition betw een kernel space (TCP/IP) and
user space (e.g. GIST) needs to do one copy, as kernel and user space do not share memory
space.

In case of GIST, the zero-copy approach can be used at severalplaces. If strictly designed
in a object oriented fashion, the message and each object aretheir own class and the con-
tained data is private to these objects. On the other hand, this implies, that the data must
be copied into and out of these objects. As a consequence, the same problem occurs as
described for the network protocol layering. Breaking the d ata encapsulation in the ob-
ject oriented design enabled me to apply the zero-copy appro ach. In addition, the initial
code contained unnecessary copying of the data, which could simply be removed. Even
though, not yet fully used throughout the implementation, t he zero-copy approach was
able to reduce overall CPU load by about 20 percent.

4.6.2 Hash table

Another discovered bottleneck was found to be the hash table i mplementation. The initial
implementation used a poor hash function. The basic idea was t o treat the key data as
an array of bytes and computing the sum of the array elements. The result of the hash
function was de�ned to be the sum reduced modulo the hash tabl e size.

Let k1, k2, . . . ,kn be the elements of the byte array and p be the hash table size. Then the
initial hash function was given by:

hash(k) = ( k1 + k2 + . . . + kn) mod p

This function results in a very limited range of output values , because all theki are just in
the range of 0 to 255 and the typical number of bytes is 16, resulting in a range of 0 to 4080
for the result of the hash function. This means, that even thou gh the hash table might be
large, the used portion is limited to less than 5000 slots.

The solution is simple but effective. In contrast to the initi al approach, the key data is
now treated as an array of integers (i.e. four bytes), which im proves both, computation
complexity as well as the range of output values. The function formula remains the same,
but as the ki are now in the range of 0 to 232 ¡ 1, the output values of the hash function are
as well in the possible range of 0 to 232 ¡ 1.

Another issue was the rehashing of the hash table. Every time a element is inserted into
the table, the so called load factor is calculated. The load factor is given by:

load f actor=
stored elements
hash table size
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If this load factor exceeds a certain limit (e.g. 0.5) the hash table is rehashed. This means,
that a new larger hash table is created and the elements are moved to the new table. After-
wards the old table is deleted. The rational for this procedur e is the reduce of likelihood
for collisions in the hash table.

Initially the list of hash table sizes was very dense, which r esulted in often rehashing
runs. As the rehashing is computation intensive, often rehas hing runs have negative im-
pact on the overall performance. The solution was to rapidly i ncrease hash table sizes
exponentially (i.e. the hash table size is more than doubled f rom one value to the next).
Using this approach, the necessary size is achieved quickly, while minimizing the rehash-
ing runs. This solution turned out to be very effective.

By optimizing the hash table, the average number of items in o ne hash table bucket was
reduced by one magnitude and the overall GIST implementatio n performance increased
by approx. 20 percent.

4.6.3 Miscellaneous

Besides the major optimizations discussed previously, a nu mber of less signi�cant opti-
mizations helped to reduce the CPU load. Some functions wher e called several million
times within a few minutes of GIST operation, resulting in a l arge overhead. Using the
inline statement to integrate the function body directly into the c alling code, eliminated the
function call overhead. About 10 functions were changed to be inline and the gain was
up to 10 percent of overall performance. In addition, some sm aller code optimizations,
reducing readability but improving performance, were carr ied out in frequently used code
sections. This method should not be used in abundance, but reasonable use can lead to a
few percent performance gain.
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The Telematics Group of the University of Göttingen has been in volved into NSIS since
it was founded. Dr. Xiaoming Fu was involved in the speci�cat ion of CASP (Cross-
Application Signaling Protocol) [24], an approach to a new ex tensible signaling protocol.
The lessons learned and many ideas of the CASP approach were incorporated into the GIST
speci�cation at the NSIS working group. Sebastian Willert w rote his Bachelor thesis [42]
about the implementation and evaluation of the GoCASP implem entation [4] developed at
the University of Göttingen. The results were also incorporat ed into [47]. The design and
implementation of the scout daemon for node discovery in CASP was covered by Fabian
Meyer in his Bachelor thesis, while Ingo Juchem's Bachelor thesis examines QoS signaling
with CASP [28].

The evaluation done in this thesis is inspired by the one done b y Karsten et al. [30]. They
evaluated the KOM RSVP engine developed at the University of Da rmstadt in a testbed
comparable to the one used for this thesis. Thus the results are roughly comparable.

Based on the GIST implementation presented in this thesis, other members of the Telem-
atics Group at the University of Göttingen are working on impl ementations of the QoS
NSLP [40] and NAT/FW NSLP [32].
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6.1 Signaling with NSIS

One main intention to implement GIST was the veri�cation of t he speci�cation. During
our work, we found some minor issues that needed clari�catio n in the draft, like unclear
object de�nitions or open issues on rare conditions. The feed back from the implementors
also helped to resolve ambiguity and other editorial proble ms.

However, altogether the implementation proved, that the ke y features of GIST are work-
ing very well. The extensible approach to support any combina tion of transport layer pro-
tocols provides an easy way to support future protocols and t o bene�t from the features of
existing transport protocols. This way, reliability, order ing, congestion control, �ow control
and even strong channel security can be added to NSIS communication without designing
any new protocol or adding those features to GIST itself. The g eneric two layer approach
taken by NSIS allows to reuse common functionality upon a set of NSLP applications. The
generic API and the features provided in the speci�cation tur ned out to be not only pow-
erful, but also easy to use in NSLPs. The support to reuse already established messages
associations provides reasonable scalability when a large number of signaling sessions ex-
ist between peers. Last but not least the choice to discover signaling hops by using the
Router Alert Option turned out to be �exible enough to support f or easy use. The spec-
i�cation in its current version even turned out to be very mat ure and ready to become a
standard document (i.e an RFC).

6.2 Performance study

The performance study revealed a number of interesting infor mation about implementa-
tion design, con�guration and run time behaviour of GIST. Fi rst of all, the open question
about how to design the interaction between GIST and the NSLP s was solved. Integrating
the NSLP using a Plug-In architecture outperforms the IPC so lution by approx. 60 percent
and therefore the Plug-In architecture should be used regar dless of the minor drawbacks
(i.e. worse security and robustness).

Another aspect investigated was the con�guration of GIST, es pecially the GIST MRS
refresh rate. The experiment revealed, that 180 seconds are agood compromise between
processing overhead and functionality. Lower rates tend to in�uence overall performance,
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while higher rates have no performance bene�t and therefore 180 seconds seems to be a
reasonable choice.

The goal of the remaining experiments was to determine how GIS T performs in differ-
ent scenarios. CPU load, memory consumption, round trip tim es and setup delays were
measured while varying parameters like the used transport p rotocol (UDP, TCP and SCTP)
or the number of concurrent sessions. Altogether the impleme ntation performed very well
and roughly comparable to the results gained in [30] about KOM RSVP performance. How-
every, as the SCTP support was unstable, the results are incomplete and should be used
with caution. Thus, further study on SCTP will be necessary.

6.3 Security study

Finally, the performance study was completed by a set of security related experiments.
One experiment investigated the impact of different cookie mechanisms on two denial-of-
service attack scenarios. It turned out that the more sophisticated hash based cookie only
improved one attack scenario, while a more advanced attack w as not affected.

The last experiment dealt with the impact of TLS on the GIST perf ormance. The mea-
surement showed that TLS was very computation intense. Thus, u sing TLS requires much
more computation capacity in the routers, which has to be con sidered in deployment.

6.4 Learned lessons about network protocol implementation

During our work on the implementation we learned some basic l essons about implemen-
tations of network protocols. One aspect is the use of a �nite state machine (FSM). This
layer of abstraction helps to verify the conformance to the s peci�cation, because the oper-
ation of the protocol can be thought through on an abstract le vel instead of plain source
code. The use of a FSM also helps when the speci�cation changesor misunderstandings
are discovered. It especially helps in communications betw een the implementors and the
speci�cation authors, as it builds a general level of unders tanding.

Another learned lesson relates to the used data structures. As many network protocols
(especially those used on routers) have to deal with huge amounts of data, data structures
become a critical component of an implementation. In our cas e, the huge MRS table was a
major component in terms of optimizations.

Furthermore, the general software design was another criti cal issue. Object oriented
designs and pattern like the zero-copy approach are potenti ally in con�ict with each other
and so a good compromise needs to be found. In a performance critical application like
NSIS, steps have to be taken to optimize the performance, even if readability is reduced.

Last but not least the implementation of an Ethereal dissect or turned out be a very good
idea. It helps in both, debugging and veri�cation of packet f ormats and communication.
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7.1 Implementation

The implementation can be subject of future work in terms of im proved error handling
and introduction of thread pooling. Currently error handli ng is very basic. Handling of
ICMP or even GIST error messages is nearly unimplemented and therefore needs further
study and work. Thread pooling could be used to reduce round tr ip times and increase
robustness. However, this task has to be performed with grea t caution, as threading is
very easily subject to programming mistakes.

The last and maybe most important feature currently missing i s the IPv6 support. As
IPv6 is getting more and more important, the support for IPv6 should be added to the
implementation to study GIST in future environments.

7.2 Complete the NSIS framework

There are ongoing efforts to complete the NSIS framework by im plementing QoS and
NAT/FW NSLP. These protocols will be subject to further studie s and, in contrast to this
thesis, the results for QoS NSLP will be directly comparable to RSVP, as both serve the
same functionality. In addition, GIST is �exible enough to su pport new routing mecha-
nisms (called Message Routing Method), new transport layer protocols and protocol com-
binations, as well as new objects. When new NSLPs are develop, it is likely that there is a
need to extend GIST. NAT/FW is a good example, as it already int roduced a new Message
Routing Method (MRM) called Loose-End-MRM [44].

Furthermore, the initial discussions of the NSLP implement or team revealed, that the
current NSLPs have a lot in common. Therefore, the GIST-to-NSLP API could evolve to a
common NSLP library (or framework). Features of this librar y could be a common state
lookup mechanism (our implementation already supports thi s), common socket and timer
handling as well as common message parsers. Currently there are ongoing discussions in
the NSIS working group to merge all NSLP objects into a common object space. This step
would include a common message structure and so large parts o f message composition
and parsing could be part of a new NSLP library.
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7.3 Further study of GIST

Although this thesis already covered a number of studies, fur ther studies on GIST are
reasonable. Issues like NAT traversal, impact of Router Aler t Option, tuning of transport
layer protocol parameters, IPv6 support and mobility are ou t of the scope of this thesis, but
interesting topics in the context of NSIS and GIST.

Further work could also be done to optimize our implementati on. Components like the
timer or socket handling were not covered by this thesis and t he pro�ling revealed, that
especially the timer data structure could be a good starting point for further optimizations.

Furthermore, the security study could be extended to many mo re scenarios and attack
strategies. However, security implications should be more or less limited to the 3-way
handshake, as the actual transport can rely on existing secure protocols like IPSec or TLS.
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